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Thank you to our 
sponsors for making 
this symposium possible!
 

#CMUOpenScience

October 18 – 19, 2018
M E L L O N  I N S T I T U T E



 
 
SCHEDULE	OF	EVENTS	-	October	18	
	
8:00-9:00	am	Breakfast	and	Registration	
	
9:00	-	9:10	am	Opening	Remarks	
	
Rebecca	Doerge	–	Dean	of	the	Mellon	College	of	Science,	Carnegie	
Mellon	University	
	
	
9:10	–	10:35	am	Session	1:	Open	Science	in	Research	
	
Josh	Siegle	–	Scientist	I,	Allen	Institute	
Vaughn	Cooper	–	Associate	Professor	of	Microbiology	&	Molecular	
Genetics,	University	of	Pittsburgh	
Denise	Cai	–	Assistant	Professor	of	Neuroscience,	Mount	Sinai	
Anisha	Keshavan	–	Postdoctoral	Fellow,	Institute	of	Learning	and	
Brain	Sciences,	University	of	Washington 
	
10:35-10:55	am	Coffee	break	
	
10:55	am	–	12:20	pm	Session	2:	Open	Data	and	
Reproducibility		
	
Nick	Nystrom	-	Interim	Director,	Pittsburgh	Supercomputing	Center	
Paula	Buitrago	–	Artificial	Intelligence	and	Big	Data	Group	Officer,	
Pittsburgh	Supercomputing	Center	
Joe	Marks	–	Executive	Director,	Center	for	Machine	Learning	and	
Health,	Carnegie	Mellon	University	
Dan	Valen	–	Strategic	Partnership,	figshare	
Victoria	Stodden	–	Associate	Professor	of	Statistics,	University	of	
Illinois	at	Urbana-Champaign	
	
	
12:30	–	1:30	pm	Networking	Lunch	
	
	

	
	
	
	
	
	
1:30	–	2:55	pm	Session	3:	Open	Tools	and	Platforms	
	
Ben	Busby	–	Data	Scientist,	NCBI	
Sean	Davis	–	Senior	Associate	Scientist,	National	Cancer	Institute	
Idan	Gabdank	–	Senior	Data	Wrangler,	ENCODE	DCC	
Ariel	Rokem	–	Senior	Data	Scientist,	eScience	Institute,	University	of	
Washington	
	
	
2:55	–	3:15	pm	Coffee	Break	
	
3:15	–	4:20	pm	Session	4:	Open	Access		
	
Maria	Guerreiro	–	Journal	Development	Editor,	eLIFE	
Gabriel	Gasque	–	Senior	Editor,	PLOS	Biology	
Reinhard	Schumacher	–	Professor	of	Physics,	Carnegie	Mellon	
University	
	
4:20	–	4:30	pm	Closing	Remarks	
Keith	Webster	–	Dean	of	Libraries,	Carnegie	Mellon	University	
	
4:30	–	6:30	pm	Scientific	Speed	Dating	&	Reception	



P A N E L I S T  S P E A K E R  B I O S

Rebecca Doerge

Rebecca Doerge is Dean of the Mellon College of Science at Carnegie Mellon University and a 
member of the Dietrich College Department of Statistics, as well as the Mellon College of Science 
Department of Biology. Her research program is focused on Statistical Bioinformatics. She is a 
member of the Board of Trustees for both the National Institute of Statistical Sciences and the 
Mathematical Biosciences Institute, as well as a member of the Global Open-Source Breeding 
Informatics Initiative Advisory Board.
 
Idan Gabdank 

Idan Gabdank is a scientist developing computational resources to assist other researchers to exploit 
and explore genomic data. In his role as a senior data wrangler and pipeline developer at the 
ENCODE Data Coordination Center, he is responsible for curation, processing and sharing with the 
scientific community the high-throughput data generated by the members of the ENCODE 
Consortium.

Nick Nystrom 

Nick Nystrom is Interim Director at the Pittsburgh Supercomputing Center (PSC). Nick is architect 
and PI for Bridges, PSC's flagship supercomputer that was the first to successfully converge HPC, AI, 
and Big Data. He is also PI for the NIH Human Biomolecular Atlas Program’s HIVE Infrastructure 
Component and co-PI for projects that bring emerging AI technologies to research (Open Compass), 
apply machine learning to biomedical data for breast and lung cancer (Big Data for Better Health), 
and identify cause-and-effect relationships in biomedical big data (the Center for Causal Discovery, 
an NIH Big Data to Knowledge Center of Excellence). 

Paola Buitrago 

Paola Buitrago is Director of AI and Big Data group at the Pittsburgh Supercomputing Center, a joint 
effort of Carnegie Mellon University and the University of Pittsburgh. Paola is PI for Open Compass, 
a platform for AI research on emerging hardware and software technologies enabling development of 
advanced algorithms and modeling approaches, and co-PI and Associate Director for AI & Data 
Science for Bridges. Paola’s recent research activities include generative adversarial networks (GANs, 
a powerful technique in deep learning) and large-scale data, and workflow management for high 
energy physics experiments at Fermilab. 

Joe Marks 

Joe Marks is currently the Executive Director of the Center for Machine Learning and Health at 
CMU. He has been involved with invention and innovation in applied computing for over 30 years 
in multiple contexts (academic, corporate, entrepreneurial) and multiple industries (defense, 
computers, electrical equipment, media & entertainment, marketing, healthcare).  His areas of 
expertise include AI, human-computer interaction, and computer graphics.

Dan Valen 

Dan Valen joined Figshare as its first US-based employee in early 2014 to help researchers and 
organizations navigate trends in research data management. As a product specialist, he focuses on the 
development of Figshare in North America through community engagement, strategic partnerships, 
and educational outreach. In his previous roles, Dan spent over 6 years at one of the largest STEM 
publishers holding positions in editorial, trade publishing, and electronic content licensing. 

Gabriel Gasque 

Gabriel Gasque received a PhD in Biochemistry from the National Autonomous University of 
Mexico. He did postdoctoral research at Columbia University and The Rockefeller University, and 
joined PLOS Biology’s editorial team in 2013. Gabriel handles papers in neuroscience, and 
spearheaded the project to launch new article types, including Short Reports and Methods and 
Resources.

Ariel Rokem 

Ariel Rokem is a senior data scientist at the University of Washington eScience Institute, and an 
affiliate of the Institute for Neuroengineering, the Center for Computational Neuroscience, and 
the Center for Studies in Demography and Ecology at the University of Washington. He received 
a Ph.D. in neuroscience from UC Berkeley (2010) and additional postdoctoral training in 
computational neuroimaging at Stanford (2011 – 2015). He leads a research program in 
neuroinformatics: the development of data science tools, techniques and methods and their 
application to the analysis of neural data.

Anisha Keshavan 

Anisha Keshavan is a Postdoctoral Fellow at the University of Washington eScience Institute and 
Institute for Neuroengineering. She aims to develop new data science methods to enable precision 
medicine with biomedical imaging and to combine domain expertise and citizen science with 
machine learning to extract neuroimaging biomarkers at scale. She completed a PhD in 
Bioengineering at UC Berkeley and UCSF (2017). Some of the open science tools she has 
developed in neuroinformatics include Braindr, Metacurious, and AFQ-Browser. 

Victoria Stodden 

Victoria Stodden is an associate professor in the School of Information Sciences at the University 
of Illinois at Urbana-Champaign, with affiliate appointments in the School of Law, the 
Department of Computer Science, the Department of Statistics, the Coordinated Science 
Laboratory, and the National Center for Supercomputing Applications. I am also a faculty affiliate 
of the Center for Informatics Research in Science and Scholarship (CIRSS) in the School of 
Information Sciences at the University of Illinois. I completed both my PhD in statistics and my 
law degree at Stanford University, and graduated magna cum laude from the University of 
Ottawa.

Josh Siegel

Josh Siegle is a scientist at the Allen Institute, where he is using high-density silicon probes to map 
neural population activity across the mouse visual system. He is the co-founder of Open Ephys, a 
nonprofit dedicated to the development and dissemination of open-source tools for 
electrophysiology.

Denise Cai 

Denise Cai’s team investigates the temporal dynamics of how memories are formed, integrated 
and separated. Her research leverages a multi-level approach, including in vivo imaging, 
activity-dependent tagging, optogenetics, chemogenetics and behavioral assays. Her team is also 
advancing new imaging technologies via an open-source platform.

Maria Guerreiro

Maria Guerreiro joined eLife in December 2014 after completing a Master's degree in Publishing 
at Anglia Ruskin University (UK). As a Journal development editor, her role is to work with the 
eLife editorial board to outline the development strategy of the publishing efforts of eLife. Maria is 
especially interested in open access, innovation in peer review and research and publication ethics.

Ben Busby 

Ben Busby is a data scientist and genomics outreach coordinator at the National Center for 
Biotechnology Institute (NCBI). He is primarily interested in rapid prototyping of software for 
bioinformatics and precision medicine. He also works on developing innovative ways to teach 
complex subjects at the post-graduate level, both in person and online.

Sean Davis

Sean Davis is a Senior Associate Scientist at the Center for Cancer Research, National Cancer 
Institute. He works broadly in the areas of genomics and bioinformatics of high-throughput data 
analysis. In addition to data analysis and biologically-driven projects, he has a strong interest in 
developing software and tools for analyzing and interpreting genomic data and help to lead the 
Bioconductor project.

Reinhard Schumacher 

Reinhard Schumacher is a nuclear and particle physics experimentalist.  He has served on the 
Editorial Boards of the journals Physical Review C and Physical Review Letters.  He is a Fellow of 
the American Physical Society.

Vaughn Cooper  

Vaughn Cooper is Associate Professor of Microbiology and Molecular Genetics and 
Computational and Systems Biology at the University of Pittsburgh, School of Medicine. He 
co-founded and is Director of the Center for Evolutionary Biology and Medicine, and is the Chair 
of the Council for Microbial Sciences for the American Society of Microbiology. The Cooper 
laboratory studies how bacterial populations evolve to adapt to new hosts and environments, 
particularly in biofilms. They also develop and promote a laboratory curriculum called 
EvolvingSTEM that enables high school students to learn key topics in evolution and heredity by 
conducting a weeklong experiment with bacteria.

Keith Webster

Keith Webster was appointed Dean of University Libraries at Carnegie Mellon University in July 
2013 and was additionally appointed as Director of Emerging and Integrative Media Initiatives in 
July 2015. He has served on government advisory boards, journal editorial boards, and as an officer 
in professional and learned societies around the world. He became Chair of the National 
Information Standards Organization on 1 July 2018.

W O R K S H O P  S U M M A R I E S :

Code Ocean: Preparing your data and code for reproducible publication - 
A hands-on workshop for researchers
 
10:00 a.m. – 12:00 p.m., MI 348 (Conference Room)
 
Instructor: Seth Green, Code Ocean
 
Summary: This is a step-by-step, practical workshop to prepare your research code and data for 
computationally reproducible publication. The workshop starts with some brief introductory 
information about computational reproducibility, but the bulk of the workshop is guided work 
with code and data. We cover the basic best practices for publishing code and data. Participants 
move through best practices for organizing their files, preparing their code for reuse, 
documentation, and submitting their code and data to share using Code Ocean.
 
Prerequisites: Participants should bring their own data, code, and laptop.
 
Audience: Researchers who use code in their research and wish to share it.
 
Workshop goals:
• Learn best practices for file organization, documentation, automation, and dissemination.
• Assess possible tools for publishing code and data.
• Submit your code and data for publishing on Code Ocean.
 
Refreshments will be provided.

Using R and Bioconductor for reproducible research: building an R package
 
10:00 a.m. – 12:00 p.m., MI 328 (Social Room)
 
Instructor: Sean Davis, NCI
 
Summary:  Bioconductor is a free, open source and open development software project for the 
analysis and comprehension of genomic data generated by wet lab experiments in molecular 
biology. This workshop will provide an introduction to R and Bioconductor and allow 
participants to work semi-independently to produce an R package with documentation and 
publish it to Github. 

Prerequisites:  basic knowledge of R 

ENCODE pipeline development framework: making your computational 
analysis scalable, reliable, portable and reproducible
 
2:00 - 4:00 p.m., MI 328 (Social Room)
 
Instructor:  Idan Gabdank, ENCODE DCC 

 
Summary:  The goal of this workshop is to make the participants familiar with the ENCODE pipeline 
development framework. To achieve this goal participants will take an exemplary application and 
using Docker, WDL, Cromwell and CircleCI technologies will turn it into a fully tested, reproducible 
and portable tool.
 

KiltHub Deposit-a-thon, MI 348 (Conference Room)
 
12:00-2:00 p.m. 
 
Summary: KiltHub, CMU’s institutional repository, can be used to share finished research products, 
including datasets, presentations, posters, and publications. Powered by Figshare, KiltHub is 
discoverable on Google and complies with data sharing mandates from publishers and funders. The 
CMU libraries’ KiltHub team will be on hand during this entire block of time to answer questions and 
help you deposit your work.
 

PSC: Open Science on Bridges
 
2:00-4:00 p.m., MI348 (Conference Room)
 
Instructor: John Urbanic

Summary: This workshop will provide an introduction to high-performance computing and data 
analytics, with an emphasis on Bridges, a national resource used by many in the CMU community. 
The various models of usage, from Jupyter notebooks to GPU programming, will be explained, and 
attendees are invited to bring their laptops and try things out in real-time. The advantages of scalable 
computing across many domains of modern research will be discussed, and map of the present and 
future landscape of scientific computing will be presented as a guide to the applied scientist.

John Urbanic is Parallel Computational Scientist at the PSC, with a part-time appointment in the 
Physics Department. He spends his time either developing scientific codes for large scalability or 
working with data analytics and machine learning. He teaches those topics in regular workshops that 
he invites you to attend.

BenchSci: Leveraging machine learning for evidence-based antibody search

4:00-4:20 p.m., MI 328, (Social Room)
 
Instructor:Maurice Shen, BenchSci
 
Summary: BenchSci is a free online platform designed to help scientists find antibodies from 

publications. When searching for a specific protein target, BenchSci curates published data in the 
form of figures to simplify the literature search process. The figures can then be filtered by 
specific experimental contexts cited in the paper such as techniques, tissue, cell lines, and more, to 
help users pinpoint antibodies that have been published under experimental conditions matching 
their study interest. BenchSci is freely accessible for all academic scientists.

Protocols.io: To reproduce science, we need the methods behind the data.
 
4:20-4:40PM, MI 328, (Social Room)
 
Instructor: Anita Broellochs, Protocols.io
 
Summary:  Protocols.io is an Open Access Repository for scientific methods. This workshop 
highlights the importance of detailed methods for reproducible science and gives an overview of 
the platform 
and its features. Throughout the workshop, you will learn how to ex
plore protocols in a way that is relevant to your research field, plus how to easily collaborate and 
share your own methods with others.  
 
 

Open Science Framework: Open source project management and 
collaboration 
 
4:40-5:00PM, MI 328 (Social Room)
 
Instructor: Melanie Gainey, OSF coordinator, Carnegie Mellon University
 
Summary: Open Science Framework (OSF) is a free and open source project management tool 
developed by the Center for Open Science.  OSF allows one to see all of their files from a complex 
research project in one place and integrates with a number of popular platforms such as Google 
Drive, Box, Figshare, GitHub, Mendeley, and more. In this workshop, we will demo how OSF 
can be used for project management, collaboration, and preregistrations.

Thank you to our 
sponsors for making 
this symposium possible!
 

#CMUOpenScience



P A N E L I S T  S P E A K E R  B I O S

Rebecca Doerge

Rebecca Doerge is Dean of the Mellon College of Science at Carnegie Mellon University and a 
member of the Dietrich College Department of Statistics, as well as the Mellon College of Science 
Department of Biology. Her research program is focused on Statistical Bioinformatics. She is a 
member of the Board of Trustees for both the National Institute of Statistical Sciences and the 
Mathematical Biosciences Institute, as well as a member of the Global Open-Source Breeding 
Informatics Initiative Advisory Board.
 
Idan Gabdank 

Idan Gabdank is a scientist developing computational resources to assist other researchers to exploit 
and explore genomic data. In his role as a senior data wrangler and pipeline developer at the 
ENCODE Data Coordination Center, he is responsible for curation, processing and sharing with the 
scientific community the high-throughput data generated by the members of the ENCODE 
Consortium.

Nick Nystrom 

Nick Nystrom is Interim Director at the Pittsburgh Supercomputing Center (PSC). Nick is architect 
and PI for Bridges, PSC's flagship supercomputer that was the first to successfully converge HPC, AI, 
and Big Data. He is also PI for the NIH Human Biomolecular Atlas Program’s HIVE Infrastructure 
Component and co-PI for projects that bring emerging AI technologies to research (Open Compass), 
apply machine learning to biomedical data for breast and lung cancer (Big Data for Better Health), 
and identify cause-and-effect relationships in biomedical big data (the Center for Causal Discovery, 
an NIH Big Data to Knowledge Center of Excellence). 

Paola Buitrago 

Paola Buitrago is Director of AI and Big Data group at the Pittsburgh Supercomputing Center, a joint 
effort of Carnegie Mellon University and the University of Pittsburgh. Paola is PI for Open Compass, 
a platform for AI research on emerging hardware and software technologies enabling development of 
advanced algorithms and modeling approaches, and co-PI and Associate Director for AI & Data 
Science for Bridges. Paola’s recent research activities include generative adversarial networks (GANs, 
a powerful technique in deep learning) and large-scale data, and workflow management for high 
energy physics experiments at Fermilab. 

Joe Marks 

Joe Marks is currently the Executive Director of the Center for Machine Learning and Health at 
CMU. He has been involved with invention and innovation in applied computing for over 30 years 
in multiple contexts (academic, corporate, entrepreneurial) and multiple industries (defense, 
computers, electrical equipment, media & entertainment, marketing, healthcare).  His areas of 
expertise include AI, human-computer interaction, and computer graphics.

Dan Valen 

Dan Valen joined Figshare as its first US-based employee in early 2014 to help researchers and 
organizations navigate trends in research data management. As a product specialist, he focuses on the 
development of Figshare in North America through community engagement, strategic partnerships, 
and educational outreach. In his previous roles, Dan spent over 6 years at one of the largest STEM 
publishers holding positions in editorial, trade publishing, and electronic content licensing. 

Gabriel Gasque 

Gabriel Gasque received a PhD in Biochemistry from the National Autonomous University of 
Mexico. He did postdoctoral research at Columbia University and The Rockefeller University, and 
joined PLOS Biology’s editorial team in 2013. Gabriel handles papers in neuroscience, and 
spearheaded the project to launch new article types, including Short Reports and Methods and 
Resources.

Ariel Rokem 

Ariel Rokem is a senior data scientist at the University of Washington eScience Institute, and an 
affiliate of the Institute for Neuroengineering, the Center for Computational Neuroscience, and 
the Center for Studies in Demography and Ecology at the University of Washington. He received 
a Ph.D. in neuroscience from UC Berkeley (2010) and additional postdoctoral training in 
computational neuroimaging at Stanford (2011 – 2015). He leads a research program in 
neuroinformatics: the development of data science tools, techniques and methods and their 
application to the analysis of neural data.

Anisha Keshavan 

Anisha Keshavan is a Postdoctoral Fellow at the University of Washington eScience Institute and 
Institute for Neuroengineering. She aims to develop new data science methods to enable precision 
medicine with biomedical imaging and to combine domain expertise and citizen science with 
machine learning to extract neuroimaging biomarkers at scale. She completed a PhD in 
Bioengineering at UC Berkeley and UCSF (2017). Some of the open science tools she has 
developed in neuroinformatics include Braindr, Metacurious, and AFQ-Browser. 

Victoria Stodden 

Victoria Stodden is an associate professor in the School of Information Sciences at the University 
of Illinois at Urbana-Champaign, with affiliate appointments in the School of Law, the 
Department of Computer Science, the Department of Statistics, the Coordinated Science 
Laboratory, and the National Center for Supercomputing Applications. I am also a faculty affiliate 
of the Center for Informatics Research in Science and Scholarship (CIRSS) in the School of 
Information Sciences at the University of Illinois. I completed both my PhD in statistics and my 
law degree at Stanford University, and graduated magna cum laude from the University of 
Ottawa.

Josh Siegel

Josh Siegle is a scientist at the Allen Institute, where he is using high-density silicon probes to map 
neural population activity across the mouse visual system. He is the co-founder of Open Ephys, a 
nonprofit dedicated to the development and dissemination of open-source tools for 
electrophysiology.

Denise Cai 

Denise Cai’s team investigates the temporal dynamics of how memories are formed, integrated 
and separated. Her research leverages a multi-level approach, including in vivo imaging, 
activity-dependent tagging, optogenetics, chemogenetics and behavioral assays. Her team is also 
advancing new imaging technologies via an open-source platform.

Maria Guerreiro

Maria Guerreiro joined eLife in December 2014 after completing a Master's degree in Publishing 
at Anglia Ruskin University (UK). As a Journal development editor, her role is to work with the 
eLife editorial board to outline the development strategy of the publishing efforts of eLife. Maria is 
especially interested in open access, innovation in peer review and research and publication ethics.

Ben Busby 

Ben Busby is a data scientist and genomics outreach coordinator at the National Center for 
Biotechnology Institute (NCBI). He is primarily interested in rapid prototyping of software for 
bioinformatics and precision medicine. He also works on developing innovative ways to teach 
complex subjects at the post-graduate level, both in person and online.

Sean Davis

Sean Davis is a Senior Associate Scientist at the Center for Cancer Research, National Cancer 
Institute. He works broadly in the areas of genomics and bioinformatics of high-throughput data 
analysis. In addition to data analysis and biologically-driven projects, he has a strong interest in 
developing software and tools for analyzing and interpreting genomic data and help to lead the 
Bioconductor project.

Reinhard Schumacher 

Reinhard Schumacher is a nuclear and particle physics experimentalist.  He has served on the 
Editorial Boards of the journals Physical Review C and Physical Review Letters.  He is a Fellow of 
the American Physical Society.

Vaughn Cooper  

Vaughn Cooper is Associate Professor of Microbiology and Molecular Genetics and 
Computational and Systems Biology at the University of Pittsburgh, School of Medicine. He 
co-founded and is Director of the Center for Evolutionary Biology and Medicine, and is the Chair 
of the Council for Microbial Sciences for the American Society of Microbiology. The Cooper 
laboratory studies how bacterial populations evolve to adapt to new hosts and environments, 
particularly in biofilms. They also develop and promote a laboratory curriculum called 
EvolvingSTEM that enables high school students to learn key topics in evolution and heredity by 
conducting a weeklong experiment with bacteria.

Keith Webster

Keith Webster was appointed Dean of University Libraries at Carnegie Mellon University in July 
2013 and was additionally appointed as Director of Emerging and Integrative Media Initiatives in 
July 2015. He has served on government advisory boards, journal editorial boards, and as an officer 
in professional and learned societies around the world. He became Chair of the National 
Information Standards Organization on 1 July 2018.

W O R K S H O P  S U M M A R I E S :

Code Ocean: Preparing your data and code for reproducible publication - 
A hands-on workshop for researchers
 
10:00 a.m. – 12:00 p.m., MI 348 (Conference Room)
 
Instructor: Seth Green, Code Ocean
 
Summary: This is a step-by-step, practical workshop to prepare your research code and data for 
computationally reproducible publication. The workshop starts with some brief introductory 
information about computational reproducibility, but the bulk of the workshop is guided work 
with code and data. We cover the basic best practices for publishing code and data. Participants 
move through best practices for organizing their files, preparing their code for reuse, 
documentation, and submitting their code and data to share using Code Ocean.
 
Prerequisites: Participants should bring their own data, code, and laptop.
 
Audience: Researchers who use code in their research and wish to share it.
 
Workshop goals:
• Learn best practices for file organization, documentation, automation, and dissemination.
• Assess possible tools for publishing code and data.
• Submit your code and data for publishing on Code Ocean.
 
Refreshments will be provided.

Using R and Bioconductor for reproducible research: building an R package
 
10:00 a.m. – 12:00 p.m., MI 328 (Social Room)
 
Instructor: Sean Davis, NCI
 
Summary:  Bioconductor is a free, open source and open development software project for the 
analysis and comprehension of genomic data generated by wet lab experiments in molecular 
biology. This workshop will provide an introduction to R and Bioconductor and allow 
participants to work semi-independently to produce an R package with documentation and 
publish it to Github. 

Prerequisites:  basic knowledge of R 

ENCODE pipeline development framework: making your computational 
analysis scalable, reliable, portable and reproducible
 
2:00 - 4:00 p.m., MI 328 (Social Room)
 
Instructor:  Idan Gabdank, ENCODE DCC 

 
Summary:  The goal of this workshop is to make the participants familiar with the ENCODE pipeline 
development framework. To achieve this goal participants will take an exemplary application and 
using Docker, WDL, Cromwell and CircleCI technologies will turn it into a fully tested, reproducible 
and portable tool.
 

KiltHub Deposit-a-thon, MI 348 (Conference Room)
 
12:00-2:00 p.m. 
 
Summary: KiltHub, CMU’s institutional repository, can be used to share finished research products, 
including datasets, presentations, posters, and publications. Powered by Figshare, KiltHub is 
discoverable on Google and complies with data sharing mandates from publishers and funders. The 
CMU libraries’ KiltHub team will be on hand during this entire block of time to answer questions and 
help you deposit your work.
 

PSC: Open Science on Bridges
 
2:00-4:00 p.m., MI348 (Conference Room)
 
Instructor: John Urbanic

Summary: This workshop will provide an introduction to high-performance computing and data 
analytics, with an emphasis on Bridges, a national resource used by many in the CMU community. 
The various models of usage, from Jupyter notebooks to GPU programming, will be explained, and 
attendees are invited to bring their laptops and try things out in real-time. The advantages of scalable 
computing across many domains of modern research will be discussed, and map of the present and 
future landscape of scientific computing will be presented as a guide to the applied scientist.

John Urbanic is Parallel Computational Scientist at the PSC, with a part-time appointment in the 
Physics Department. He spends his time either developing scientific codes for large scalability or 
working with data analytics and machine learning. He teaches those topics in regular workshops that 
he invites you to attend.

BenchSci: Leveraging machine learning for evidence-based antibody search

4:00-4:20 p.m., MI 328, (Social Room)
 
Instructor:Maurice Shen, BenchSci
 
Summary: BenchSci is a free online platform designed to help scientists find antibodies from 

publications. When searching for a specific protein target, BenchSci curates published data in the 
form of figures to simplify the literature search process. The figures can then be filtered by 
specific experimental contexts cited in the paper such as techniques, tissue, cell lines, and more, to 
help users pinpoint antibodies that have been published under experimental conditions matching 
their study interest. BenchSci is freely accessible for all academic scientists.

Protocols.io: To reproduce science, we need the methods behind the data.
 
4:20-4:40PM, MI 328, (Social Room)
 
Instructor: Anita Broellochs, Protocols.io
 
Summary:  Protocols.io is an Open Access Repository for scientific methods. This workshop 
highlights the importance of detailed methods for reproducible science and gives an overview of 
the platform 
and its features. Throughout the workshop, you will learn how to ex
plore protocols in a way that is relevant to your research field, plus how to easily collaborate and 
share your own methods with others.  
 
 

Open Science Framework: Open source project management and 
collaboration 
 
4:40-5:00PM, MI 328 (Social Room)
 
Instructor: Melanie Gainey, OSF coordinator, Carnegie Mellon University
 
Summary: Open Science Framework (OSF) is a free and open source project management tool 
developed by the Center for Open Science.  OSF allows one to see all of their files from a complex 
research project in one place and integrates with a number of popular platforms such as Google 
Drive, Box, Figshare, GitHub, Mendeley, and more. In this workshop, we will demo how OSF 
can be used for project management, collaboration, and preregistrations.



P A N E L I S T  S P E A K E R  B I O S

Rebecca Doerge

Rebecca Doerge is Dean of the Mellon College of Science at Carnegie Mellon University and a 
member of the Dietrich College Department of Statistics, as well as the Mellon College of Science 
Department of Biology. Her research program is focused on Statistical Bioinformatics. She is a 
member of the Board of Trustees for both the National Institute of Statistical Sciences and the 
Mathematical Biosciences Institute, as well as a member of the Global Open-Source Breeding 
Informatics Initiative Advisory Board.
 
Idan Gabdank 

Idan Gabdank is a scientist developing computational resources to assist other researchers to exploit 
and explore genomic data. In his role as a senior data wrangler and pipeline developer at the 
ENCODE Data Coordination Center, he is responsible for curation, processing and sharing with the 
scientific community the high-throughput data generated by the members of the ENCODE 
Consortium.

Nick Nystrom 

Nick Nystrom is Interim Director at the Pittsburgh Supercomputing Center (PSC). Nick is architect 
and PI for Bridges, PSC's flagship supercomputer that was the first to successfully converge HPC, AI, 
and Big Data. He is also PI for the NIH Human Biomolecular Atlas Program’s HIVE Infrastructure 
Component and co-PI for projects that bring emerging AI technologies to research (Open Compass), 
apply machine learning to biomedical data for breast and lung cancer (Big Data for Better Health), 
and identify cause-and-effect relationships in biomedical big data (the Center for Causal Discovery, 
an NIH Big Data to Knowledge Center of Excellence). 

Paola Buitrago 

Paola Buitrago is Director of AI and Big Data group at the Pittsburgh Supercomputing Center, a joint 
effort of Carnegie Mellon University and the University of Pittsburgh. Paola is PI for Open Compass, 
a platform for AI research on emerging hardware and software technologies enabling development of 
advanced algorithms and modeling approaches, and co-PI and Associate Director for AI & Data 
Science for Bridges. Paola’s recent research activities include generative adversarial networks (GANs, 
a powerful technique in deep learning) and large-scale data, and workflow management for high 
energy physics experiments at Fermilab. 

Joe Marks 

Joe Marks is currently the Executive Director of the Center for Machine Learning and Health at 
CMU. He has been involved with invention and innovation in applied computing for over 30 years 
in multiple contexts (academic, corporate, entrepreneurial) and multiple industries (defense, 
computers, electrical equipment, media & entertainment, marketing, healthcare).  His areas of 
expertise include AI, human-computer interaction, and computer graphics.

Dan Valen 

Dan Valen joined Figshare as its first US-based employee in early 2014 to help researchers and 
organizations navigate trends in research data management. As a product specialist, he focuses on the 
development of Figshare in North America through community engagement, strategic partnerships, 
and educational outreach. In his previous roles, Dan spent over 6 years at one of the largest STEM 
publishers holding positions in editorial, trade publishing, and electronic content licensing. 

Gabriel Gasque 

Gabriel Gasque received a PhD in Biochemistry from the National Autonomous University of 
Mexico. He did postdoctoral research at Columbia University and The Rockefeller University, and 
joined PLOS Biology’s editorial team in 2013. Gabriel handles papers in neuroscience, and 
spearheaded the project to launch new article types, including Short Reports and Methods and 
Resources.

Ariel Rokem 

Ariel Rokem is a senior data scientist at the University of Washington eScience Institute, and an 
affiliate of the Institute for Neuroengineering, the Center for Computational Neuroscience, and 
the Center for Studies in Demography and Ecology at the University of Washington. He received 
a Ph.D. in neuroscience from UC Berkeley (2010) and additional postdoctoral training in 
computational neuroimaging at Stanford (2011 – 2015). He leads a research program in 
neuroinformatics: the development of data science tools, techniques and methods and their 
application to the analysis of neural data.

Anisha Keshavan 

Anisha Keshavan is a Postdoctoral Fellow at the University of Washington eScience Institute and 
Institute for Neuroengineering. She aims to develop new data science methods to enable precision 
medicine with biomedical imaging and to combine domain expertise and citizen science with 
machine learning to extract neuroimaging biomarkers at scale. She completed a PhD in 
Bioengineering at UC Berkeley and UCSF (2017). Some of the open science tools she has 
developed in neuroinformatics include Braindr, Metacurious, and AFQ-Browser. 

Victoria Stodden 

Victoria Stodden is an associate professor in the School of Information Sciences at the University 
of Illinois at Urbana-Champaign, with affiliate appointments in the School of Law, the 
Department of Computer Science, the Department of Statistics, the Coordinated Science 
Laboratory, and the National Center for Supercomputing Applications. I am also a faculty affiliate 
of the Center for Informatics Research in Science and Scholarship (CIRSS) in the School of 
Information Sciences at the University of Illinois. I completed both my PhD in statistics and my 
law degree at Stanford University, and graduated magna cum laude from the University of 
Ottawa.

Josh Siegel

Josh Siegle is a scientist at the Allen Institute, where he is using high-density silicon probes to map 
neural population activity across the mouse visual system. He is the co-founder of Open Ephys, a 
nonprofit dedicated to the development and dissemination of open-source tools for 
electrophysiology.

Denise Cai 

Denise Cai’s team investigates the temporal dynamics of how memories are formed, integrated 
and separated. Her research leverages a multi-level approach, including in vivo imaging, 
activity-dependent tagging, optogenetics, chemogenetics and behavioral assays. Her team is also 
advancing new imaging technologies via an open-source platform.

Maria Guerreiro

Maria Guerreiro joined eLife in December 2014 after completing a Master's degree in Publishing 
at Anglia Ruskin University (UK). As a Journal development editor, her role is to work with the 
eLife editorial board to outline the development strategy of the publishing efforts of eLife. Maria is 
especially interested in open access, innovation in peer review and research and publication ethics.

Ben Busby 

Ben Busby is a data scientist and genomics outreach coordinator at the National Center for 
Biotechnology Institute (NCBI). He is primarily interested in rapid prototyping of software for 
bioinformatics and precision medicine. He also works on developing innovative ways to teach 
complex subjects at the post-graduate level, both in person and online.

Sean Davis

Sean Davis is a Senior Associate Scientist at the Center for Cancer Research, National Cancer 
Institute. He works broadly in the areas of genomics and bioinformatics of high-throughput data 
analysis. In addition to data analysis and biologically-driven projects, he has a strong interest in 
developing software and tools for analyzing and interpreting genomic data and help to lead the 
Bioconductor project.

Reinhard Schumacher 

Reinhard Schumacher is a nuclear and particle physics experimentalist.  He has served on the 
Editorial Boards of the journals Physical Review C and Physical Review Letters.  He is a Fellow of 
the American Physical Society.

Vaughn Cooper  

Vaughn Cooper is Associate Professor of Microbiology and Molecular Genetics and 
Computational and Systems Biology at the University of Pittsburgh, School of Medicine. He 
co-founded and is Director of the Center for Evolutionary Biology and Medicine, and is the Chair 
of the Council for Microbial Sciences for the American Society of Microbiology. The Cooper 
laboratory studies how bacterial populations evolve to adapt to new hosts and environments, 
particularly in biofilms. They also develop and promote a laboratory curriculum called 
EvolvingSTEM that enables high school students to learn key topics in evolution and heredity by 
conducting a weeklong experiment with bacteria.

Keith Webster

Keith Webster was appointed Dean of University Libraries at Carnegie Mellon University in July 
2013 and was additionally appointed as Director of Emerging and Integrative Media Initiatives in 
July 2015. He has served on government advisory boards, journal editorial boards, and as an officer 
in professional and learned societies around the world. He became Chair of the National 
Information Standards Organization on 1 July 2018.

W O R K S H O P  S U M M A R I E S :

Code Ocean: Preparing your data and code for reproducible publication - 
A hands-on workshop for researchers
 
10:00 a.m. – 12:00 p.m., MI 348 (Conference Room)
 
Instructor: Seth Green, Code Ocean
 
Summary: This is a step-by-step, practical workshop to prepare your research code and data for 
computationally reproducible publication. The workshop starts with some brief introductory 
information about computational reproducibility, but the bulk of the workshop is guided work 
with code and data. We cover the basic best practices for publishing code and data. Participants 
move through best practices for organizing their files, preparing their code for reuse, 
documentation, and submitting their code and data to share using Code Ocean.
 
Prerequisites: Participants should bring their own data, code, and laptop.
 
Audience: Researchers who use code in their research and wish to share it.
 
Workshop goals:
• Learn best practices for file organization, documentation, automation, and dissemination.
• Assess possible tools for publishing code and data.
• Submit your code and data for publishing on Code Ocean.
 
Refreshments will be provided.

Using R and Bioconductor for reproducible research: building an R package
 
10:00 a.m. – 12:00 p.m., MI 328 (Social Room)
 
Instructor: Sean Davis, NCI
 
Summary:  Bioconductor is a free, open source and open development software project for the 
analysis and comprehension of genomic data generated by wet lab experiments in molecular 
biology. This workshop will provide an introduction to R and Bioconductor and allow 
participants to work semi-independently to produce an R package with documentation and 
publish it to Github. 

Prerequisites:  basic knowledge of R 

ENCODE pipeline development framework: making your computational 
analysis scalable, reliable, portable and reproducible
 
2:00 - 4:00 p.m., MI 328 (Social Room)
 
Instructor:  Idan Gabdank, ENCODE DCC 

 
Summary:  The goal of this workshop is to make the participants familiar with the ENCODE pipeline 
development framework. To achieve this goal participants will take an exemplary application and 
using Docker, WDL, Cromwell and CircleCI technologies will turn it into a fully tested, reproducible 
and portable tool.
 

KiltHub Deposit-a-thon, MI 348 (Conference Room)
 
12:00-2:00 p.m. 
 
Summary: KiltHub, CMU’s institutional repository, can be used to share finished research products, 
including datasets, presentations, posters, and publications. Powered by Figshare, KiltHub is 
discoverable on Google and complies with data sharing mandates from publishers and funders. The 
CMU libraries’ KiltHub team will be on hand during this entire block of time to answer questions and 
help you deposit your work.
 

PSC: Open Science on Bridges
 
2:00-4:00 p.m., MI348 (Conference Room)
 
Instructor: John Urbanic

Summary: This workshop will provide an introduction to high-performance computing and data 
analytics, with an emphasis on Bridges, a national resource used by many in the CMU community. 
The various models of usage, from Jupyter notebooks to GPU programming, will be explained, and 
attendees are invited to bring their laptops and try things out in real-time. The advantages of scalable 
computing across many domains of modern research will be discussed, and map of the present and 
future landscape of scientific computing will be presented as a guide to the applied scientist.

John Urbanic is Parallel Computational Scientist at the PSC, with a part-time appointment in the 
Physics Department. He spends his time either developing scientific codes for large scalability or 
working with data analytics and machine learning. He teaches those topics in regular workshops that 
he invites you to attend.

BenchSci: Leveraging machine learning for evidence-based antibody search

4:00-4:20 p.m., MI 328, (Social Room)
 
Instructor:Maurice Shen, BenchSci
 
Summary: BenchSci is a free online platform designed to help scientists find antibodies from 

publications. When searching for a specific protein target, BenchSci curates published data in the 
form of figures to simplify the literature search process. The figures can then be filtered by 
specific experimental contexts cited in the paper such as techniques, tissue, cell lines, and more, to 
help users pinpoint antibodies that have been published under experimental conditions matching 
their study interest. BenchSci is freely accessible for all academic scientists.

Protocols.io: To reproduce science, we need the methods behind the data.
 
4:20-4:40PM, MI 328, (Social Room)
 
Instructor: Anita Broellochs, Protocols.io
 
Summary:  Protocols.io is an Open Access Repository for scientific methods. This workshop 
highlights the importance of detailed methods for reproducible science and gives an overview of 
the platform 
and its features. Throughout the workshop, you will learn how to ex
plore protocols in a way that is relevant to your research field, plus how to easily collaborate and 
share your own methods with others.  
 
 

Open Science Framework: Open source project management and 
collaboration 
 
4:40-5:00PM, MI 328 (Social Room)
 
Instructor: Melanie Gainey, OSF coordinator, Carnegie Mellon University
 
Summary: Open Science Framework (OSF) is a free and open source project management tool 
developed by the Center for Open Science.  OSF allows one to see all of their files from a complex 
research project in one place and integrates with a number of popular platforms such as Google 
Drive, Box, Figshare, GitHub, Mendeley, and more. In this workshop, we will demo how OSF 
can be used for project management, collaboration, and preregistrations.
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Accessing the CMU Guest Wireless Network

Welcome to Carnegie Mellon’s guest wireless service!  You will 
need your event access code and your valid non-CMU email 
address.

*Event access code ____________________________________

1. Connect your Wi-Fi enabled device to the CMU-GUEST
wireless network.

2. Browse to any web page; you will be redirected to the guest
wireless service page.

3. Enter a valid (non-CMU) email address and your event access
code.* Only one session is allowed per email address.

5. Accept the terms of use and click Log In.

You will be redirected to the web page originally requested.
At this point, you are free to browse to other web sites.
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Accessing the CMU Guest Wireless Network

Welcome to Carnegie Mellon’s guest wireless service!  You will 
need your event access code and your valid non-CMU email 
address.

*Event access code ____________________________________

1. Connect your Wi-Fi enabled device to the CMU-GUEST
wireless network.

2. Browse to any web page; you will be redirected to the guest
wireless service page.

3. Enter a valid (non-CMU) email address and your event access
code.* Only one session is allowed per email address.

5. Accept the terms of use and click Log In.

You will be redirected to the web page originally requested.
At this point, you are free to browse to other web sites.

Note: If your wireless connection to CMU-GUEST times out, re-enter your email address and access code 
to re-connect. To speed network access when you start or wake your computer, you may want to make 
CMU-GUEST your preferred network in your device network settings for the duration of your visit.

Note: If your wireless connection to CMU-GUEST times out, simply re-enter your email address and ac-
cess code to re-connect. To speed network access when you start or wake your computer, you may want 
to make CMU-GUEST your preferred network in your device network settings for the duration of your visit.
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